Statistics – One more confidence interval.

1. A student project at Purdue University asked a simple random sample of 172 undergraduates, “You witness two students cheating on a quiz. Do you go to the professor?” Only 19 answered yes. Give a 95% confidence interval for the proportion of all undergraduates at Purdue who would report cheating.
Statistics – Testing some hypotheses.

1. A 1996 report from the U.S. Consumer Product Safety Commission claimed that at least 90% of all American homes have at least one smoke detector. A city’s fire department has been running a public safety campaign about smoke detectors consisting of posters, billboards, and ads on radio and TV and in the newspaper. They city wonders if this concerted effort has raised the local level above the 90% national rate. Building inspectors visit 400 randomly selected homes and find that 376 have smoke detectors. Is this strong evidence that the local rate is higher than the national rate?

2. You know from frequent visits to the official M&M’s website, and from personal experience, that in the M&M’s available in America, about 20% are orange. You wonder about the color distribution in other countries, however – is it the same everywhere? One day while on vacation in Japan, you buy a bag of M&M’s and look at the color distribution, and find that of the 122 candies, only 21 are orange. Does this provide strong evidence that the color distribution is different in Japan?

3. A company with a fleet of 150 cars found that the emissions systems of 7 out of the 22 they tested failed to meet pollution control guidelines. Is this strong evidence that more than 20% of the fleet might be out of compliance? Test an appropriate hypothesis and state your conclusion. Be sure the appropriate assumptions and conditions are satisfied before you proceed.

4. In 2001 a national vital statistics report indicated that about 3% of all births produced twins. Data from a large city hospital found only 7 sets of twins were born to 469 teenage girls. Does that suggest that mothers under age 20 may be less likely to have twins? Test an appropriate hypothesis and state your conclusion. Be sure the appropriate assumptions and conditions are satisfied before you proceed. 
5. A study conducted in 2005 found that among 25,468 firstborn children, 13,173 were boys. Does this sample provide strong evidence that firstborn children are more likely to be boys than girls in the entire population? (Assume the “entire population” is all American firstborn children in the past 10 years.) (I didn’t make this study up!)
6. Months after the 2000 presidential election, 611 people who voted in King County, WA were chosen randomly and surveyed; 289 said they voted for George W. Bush, the winning candidate. In fact, only 39.98% of King County voters voted for Bush. Does this survey provide evidence that people were claiming to have voted for Bush when they in fact had not? 
Solutions:

1. (The confidence interval) : The sample seems as independent as we could hope for (randomized, n < 10% of the population – Purdue has way more than 1720 undergraduate students) and we have enough “successes” and “failures” to proceed. The confidence interval is (.06362, .15731). We are therefore 95% confident that the actual proportion of students at Purdue who would report cheating is between about 6.4% and 15.7%. (This assumes you believe their responses to the survey…)
*****

1. (the hypothesis test) : Our null hypothesis is that the ad campaign has not made a difference and that the proportion of homes with smoke detectors in this city is the same as it is across the nation – 90%. Or, in short, H0 : p = .9. The alternative hypothesis is that the campaign has made a difference and the rate is better in this city. So, HA: p > .9.

Our sample seems suitably random and np and nq are both greater than 10. Note that we don’t count the actual successes and failures in our study, we check the theoretical numbers of successes and failures! So the sampling distribution of 
[image: image1.wmf]p

ˆ

is Normal. 

We assume that the null hypothesis is true, and proceed to determine how likely or unlikely it is to get the results we did given this assumption. Since we are assuming H0, we are assuming that p = .9 and q = .1 and we can use the standard deviation instead of the standard error in our sampling distribution model: 
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is N(0.9, .015). 

Now, how likely is it, given this model, to conduct a survey and observe a 
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We could calculate the z-score and consult a table… our value of z is about 2.67. According to the table in the back of the book, we expect 99.62% of samples to have a z-score below 2.67. So the probability of getting an observed proportion as large as we did is 0.38% -- very small. Small enough so that we can reject the null hypothesis. The campaign seems to have had an effect.

Or we could do normalcdf(.94, 9999999, .9, .015) and get the same result.

Or we could do a 1-propZtest on our calculator and get the same result.

(We call .0038 our “p-value” – it is the probability of getting the observed result, assuming the null hypothesis is true.)

****

2. In this problem, the null hypothesis is that p = 0.2. The alternative hypothesis in this case is that 
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. Note the difference between this and the previous problem. In the last case, the city is only interested in whether the local rate is higher than the national rate. In this case, we are interested in seeing if it is ‘different’ but we’d be interested in if it is either lower or higher.

Our conditions are met, more or less. Presumably the bag of candy was assembled by taking random colors at the factory? The expected number of successes and failures are both greater than 10. 

The sampling distribution is N(.2, .0362). Our z-score is -.7696. 

Our p-value is P(z < -.7696) + P(z > -.7696) – we are interested in the probability of getting a result this extreme in either direction, above or below.

And it works out that our p-value is .44 – this is way too large to reject the null hypothesis. We “fail to reject” the null hypothesis. We cannot conclude anything. There is not strong evidence to conclude anything.

****

3. Our sample size is too large! 22 is greater than 10% of the total population. We cannot apply the methods we have learned. 

****

4. Ho: p = 0.03. HA: p < 0.03. 

Conditions are met? Maybe. np and nq are both >10. (Remember we look at the theoretical number of successes, not the actual number of successes.) Our sample size is less than 10% of the total population. But... it doesn’t say anything about a randomized sample. Are the women in this study at least plausibly independent? Er… hmm. It says only that the data was drawn from a large hospital. That may not be very independent. I suggest we proceed, but with caution – whatever we conclude may be applicable only to births at this one hospital.

p-value: .0278. 

This is small enough for me to reject the null hypothesis – it seems like, at this hospital at least, there is evidence that young mothers may be less likely to have twins.

****

5. The null hypothesis is that boys are equally likely – so the proportion of boys should be 0.5. Ho: p = 0.5. HA: p > 0.5. 

Conditions: sample size is less than 10% of the total pop. np and nq are definitely more than 10. It doesn’t say anything about randomization… oh well. We can probably assume it was a random sample. 

p-value: ridiculously small. We reject the null hypothesis. It seems like firstborn children really are more likely. (This result has actually been reached in many different studies and is generally accepted as true!)

****

6. Our null hypothesis is that people will not misreport their vote. So we should expect that 39.98% of people polled will say they voted for Bush. HO: p = 0.3998. Our alternative hypothesis is that more people will say they voted for Bush than actually did. HA: p>0.3998.

Conditions: Randomization, yes. Sample size less than 10% of population, yes. np = 244.2778 and nq are large enough.

p-value is very small! We reject the null hypothesis; this is strong evidence that people are likely to misreport who they voted for. Or at least that some people were likely to lie and say they voted for Bush in 2000 when they really didn’t.
(I did make up this study BUT it is based on several actual studies (not in King County) that showed this exact feature: not just with Bush, but with any candidate who won, there is a small but noticeable effect of people claiming they voted for the winner when they really didn’t. To the best of my knowledge there is no widely-accepted explanation for this phenomenon. I personally believe it’s a combination of faulty memory in people who just didn’t care very much, and people sort of jumping on the bandwagon after the fact so they don’t come across as ‘losers.’) 
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