Math 211 Worksheet about Randomness and Simulations
1. Suppose that 40% of all cars in Shoreline are made in the US, 30% are made in Japan, 10% are made in Germany, and 20% are made in other countries. We are interested in knowing: if we pick three cars in a row (randomly), how likely is it for all three to not be German?


A. Construct a simulation to help you estimate the answer to this question. Specify what your component is, what a trial is, how many trials you will perform, what your response variable will be, and what your statistic should be. Before you actually perform the simulation, have me check to make sure you’re doing something that is reasonable.


B. Perform the simulation.


C. Compare your answer to a nearby group’s. Are they the same? Are they close?
A component will be the simulation of picking one car at random. I will have my computer choose a number at random from 1 to 10. A 1 will signify a German car; any other number will represent a different kind of car. 

A trial will consist of three components: three simulated cars. In each trial, I will determine if any of the three cars are German. If so, I count that as a ‘failure’. If all three cars are not German, I count that as a ‘success’.

Thus, my response variable will be whether the trial was a success or not: I will record, for each trial, either a Y or a N.

At the end, I will calculate the proportion of successes in the total number of trials. For example, if I run 100 trials and get 66 successes, my statistic at the end will be 66% -- the proportion of trials that were successful. 

In my simulation, though, I will run 100,000 trials, because I know how to program a computer to do things like this. My result: 72.984%. 

In theory, the ‘true’ proportion of trials that should result in a success in this case is exactly 72.9%. I got pretty close. If I had done a million trials, or a billion trials, I probably would’ve come much closer to 72.9%. 
2. Now we are interested in knowing how likely it is for us to pick four cars in a row (randomly) and have only the last car be Japanese. Set up a simulation (using at least 50 trials) and perform it.

Now a component is the same – the simulation of one car – but the mechanics of the component are different. I will still have my computer choose a random number from 1 to 10, but this time a 1-3 will signify a Japanese car; a 4-10 will represent a non-Japanese car. A trial will be selecting four cars at random. My response variable will be either a Y or a N: the trial is a success if the first three cars are not Japanese, but the last car is. My statistic at the end will be a proportion again: the number of successes, divided by the number of trials.
As before, I ran 100,000 trials, and ended up with 10.295% at the end. As we will learn later this quarter, the ‘true’ proportion of times that we choose four cars and have only the fourth car be Japanese should be 10.29% -- so once again, I got very close with my estimate. 

(Note that no matter how many trials I perform, I don’t expect to get exactly 10.29% -- the more trials I perform, the closer I expect to get. Maybe if I do a billion, I’ll get 10.290012% or something.)
3. Now we are interested in estimating the average number of random car selections necessary for us to get at least one Japanese, one German, and one American car. In other words, we are going to simulate choosing cars at random until we’ve seen one of each kind of car. Set up a simulation (using at least 50 trials) and perform it.

The component is still the simulation of a car, but this time I need to pay attention to the different kinds of cars. I will generate a random number from 1-10, and treat a 1-4 as an American car; a 5-7 as a Japanese car, an 8 as a German car, and a 9-10 as being from another country. Note that the proportions are all correct – there are 3 out of 10 ways to get a Japanese car, for example (if the random number is a 5, 6, or 7.)

A trial will consist of repeatedly choosing cars at random until we have finally seen at least one American, at least one German, and at least one Japanese car. I expect that in many trials we will have to go through many American cars first before finally getting a German car (since German cars are relatively rare). At the end of the trial I record the number of cars I had to select before getting one of each kind – so I’m recording a number this time instead of just a Y/N. In other words, my response variable is the number of required selections before a success.

At the end I will take the mean of all the numbers I recorded to get my statistic – the average number of random car selections that are necessary.

So, I did this on my computer, using 100,000 trials again. My average: 11.16676. This time around, I have no idea what the actual ‘true’ average number should be – there certainly is one, but I don’t want to actually take the time to compute it (computing it is probably beyond the scope of this course.)

For fun, I also asked my computer to keep track of the ‘longest’ trial of all the trials – it turns out that there was (at least) one trial that required 158 car selections before finally getting at least one of each kind. 158!
4. Abby, David, Mei-Ling, Sam, and Clytemnestra work for a public-relations firm. Their boss must choose 2 of the 5 to send to Paris for a conference. (The choice will be random; each person is equally likely to be picked; the boss will choose first one person, and then from the remaining people, choose another person.) We are interested in how likely it is that Mei-Ling will be chosen. 

A. Construct a simulation to help you estimate the answer to this question. Specify what your component is, what a trial is, how many trials you will perform, what your response variable will be, and what your statistic should be. Before you actually perform the simulation, have me check to make sure you’re doing something that is reasonable.


B. Perform the simulation.


C. Compare your answer to a nearby group’s. Are they the same? Are they close?

A component will be the simulated selection of one person from the group to go to Paris; what is tricky this time around is that the likelihood of Mei-Ling being selected is different, depending on whether the boss has already selected someone else or not. So I will set it up like this: for his first selection, Mei-Ling is chosen if a random number chosen from 1 to 5 turns out to be a 1. If I am simulating a second selection, then we choose a random number from 1 to 4, with a 1 representing her being selected. 

ALTERNATIVELY: you could simulate the second selection by another random number from 1 to 5, but if you get the same number you got before, choose another number – and keep choosing numbers until you get a different number than the first selection.

Then a trial will consist of two components. At the end of a trial, we record Y if she was selected, or N if she wasn’t. Then our statistic is again a proportion: number of successes, divided by number of trials.

I did this with 100,000 trials, and got 40.247%. (The ‘true’ percentage of times that she should get chosen is exactly 40%.)
